IHOOPMALIIIHI TEXHOJIOT Ti: TEOPLA TA IHCTPYMEHTAJIbHI 3ACOBH

KIBEPHETMKA
a KOMIT'IOTEPHI
TEXHONOTi

Excnepumenmanvho 0ocniodceni gpaxmopu, o
6NAUBAIOMb HA NPOOYKMUBHICMb 3ACNOCYBAHHS
20MOBUX HEUPOMEPENCHUX MOOenell y XMAPHUX
cucmemax pizHoi apximexmypu 3 epagiunumu
npuckopiogauamu. Oyineni HAKIAOHI SUOAMKU
108 ’a3aHi 3 MIKPOCEpPBICHOI | pO3N0JiNeHOI0 ap-
Ximekmyporo, 6naue nam smi, mepedxici, posmipy
nakemis, CUHXPOHHOI i ACUHXPOHHOI 83AEMOOIT.
Ilpooemoncmposano ckiaonull Heniniunuil xa-
paxkmep 6nAUBY NAPAMEMPIE CUCEMU V' PIZHUX
KOMOIHAYisX.

Kniouoei cnoea: mawunne HAGYAHHS, XMAPHI
mexuonoeii, epagiuni npucxoprosaui, GPU,
CUCmeMHA apximekmypa, npoOYKMUGHICMIb.
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®AKTOPU MPOAYKTUBHOCTI 3ACTOCYBAHHSA
MOAEJIEWN LUTYYHOrO IHTENEKTY Y XMAPI
3 BUKOPUCTAHHAIM GPU

Beryn. Y pobotax 3 mamuaHOTO HaBuanHsi (MH) i mry-
ggoro ixTenekty (LI) mHaromoc 3a3Bmuail poOWThCS Ha
sIKOCTI Kiacugikaitii, abo TOYHOCTI OIIHKH TapaMeTpiB.
Skimo yBara npuaiiseTbCs NPOAYKTUBHOCTI, TO IIEPEBaAXK-
HO TaKOX HAeThCS MPO MPOLYKTUBHICTH €Taly TPEHYBaH-
Hs Mogemi. [Ipote 3 po3noBcromkeHHIM 3acTocyBanb 11
B pealbHUX NPUKIATHUX 3aJadyax BaKIHUBIIIOK CTae€
mpo0OiieMa 3a0e3MedeHHs BHCOKOT MTPOAYKTUBHOCTI 00po-
OKHM JaHUX 3 JOTIOMOTOI0 'OTOBHUX HATPEHOBAHUX MOJE-
neit. 3a CBOIM XapakTepoM It IpobiieMa MPUHIIAIIOBO Bi-
IPi3HAETBCA BiJl MPOOIEeMH TpeHYBaHHS MOJEINEei: OCTaH-
HSl M€ CIpaBy 3 IHTECHCUBHUMH OOUYHUCICHHAMH, a Meplla
— 3 IPOCTUMH OOYHUCIICHHAMH, aJI¢ BEIMKUMU NTOTOKaMH
nmaHux (¢aitniB), MO HAAXOIATH 3 Mepexi un (hanaoBoi
cuctemu Ha o0poOKy. ToOTo e THIOBa 3a7a4a mapae-
JbHOT 0OPOOKH 3 IHTEHCHBHUM BBEICHHSAM/BUBEICHHSIM.

Jonamo, 10 3 TOUKH 30py MPUKIIAIHOTO 3aCTOCYBaHH,
moxaynb I, mo BukoOHYye Kimacudikaiiro, OmiHKY, YH iH-
1y oOpoOKy JaHUX € «HOPHUM SIIMKOMY: BapTiCTbh pO3-
poOKH 1 TpeHYBaHHS MOJIENI, SIK 1 PU3UKU HEBJIadl 3aHAJI-
TO BHICOKI, OO 3aliMaTHCs TaKMMH 3aJja4aMy He mpode-
citino. Tomy onrTumizarlis TPOIXYKTUBHOCTI HacaMIlepe.l
nepenOadae mijgbop Ta OanmaHCyBaHHS MapaMeTpiB cepe-
JoBHIA. XMapHi CUCTEMH 3 iX THYYKICTIO, KEPOBaHICTIO 1
JITKUM MaclITa0yBaHHAM € iJeaJbHUMH IUIOMIAKaMH
VISl TAKKX 3a/1a4.

PosrisiHeMo peranpHimIe 3amavdy JOCTiIKeHHS (aKTo-
piB, 110 BIUIMBAIOTH HA MPOAYKTHBHICTH Ha OAHOMY, aje
BHU3HAYHOMY IPHUKJIAII.

Ictopiro posmodana opranizamis ImageNet [1], sxa
BeZle BIAKpUTY 0a3y AaHUX NOCHJIAaHb Ha 300pa)KeHHS 3
IHTepHeTy, oOpraHizoBaHy y CEMaHTHYHY i€papxito
WordNet 3a imenHukamu. B Hiil koxeH By301 iepapxii Bi-
IMOBiZa€ TEBHOMY CJIOBY Ta MICTUTh IOCHJIAHHA Ha
COTHI YM THUCSYi BiJIOBIIHUX 300pakeHb. Y CEPEIHbOMY
— 500 300paxenr Ha By3osn. Cnouatky ImageNet
OyB aconiifioBanuii 3 CTeHPOPACHKUM YHIBEPCUTETOM,
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motiM mepeixaB B YHiBepcureT IliBHiuHoi Kaponinu B Yanen Ximn. [lounnaaroun 3 2010 p. ImageNet mpo-
BOJMTh KOHKYpPC aBTOMATHYHOTO po3mi3HaBaHHs 300pakenb Large Scale Visual Recognition Challenge
(ILSVRC), B sikoMy 6epyTh y4acTh mpoBiaHi kommanii (sik Google i Microsoft), yHiBepcuTeTH, T0CTI THH-
1bKi oprasizarii Tomo. Y 2015 p. neit koHKypc Burpaia rpymna 3 Microsoft Research Asia — Kaiming He,
Xiangyu Zhang, Shaoging Ren, Jian Sun, 1o 3anporoHyBajia HOBY HEHPOHHY MEPEXY TIIMOOKOrO HaB-
JaHHs 3a 3aJIMIIKaMu, a came ii Bapiant 3 50 mrapamu: ResNet-50 [2]. HactynHi ekcriepumenTr Oyiin Ha-
BiTh yemimHimi: ResNet 3 152 mapamu mocsria 3% piBHS MOMUIIOK, 110 HaBiTh Kpaiie 3a Jroauny [3]. Ta
3apaaku yerixy 2015 p. komGinaris ImageNet / ResNet-50 crana ogHa 3 HAWTOMYISIPHIIIAX IS TECTY-
BaHHS MIUPOKOMACIITAOHOTO PO3MOIIIEHOTO TIOOKoro HaB4aHHS [4]. {ms TecTyBaHHS MPOTYyKTHBHOCTI
po3mizHaBaHHS MU BUKOpHCTOBYBal ResNet-50 3 BuOpannmu mannmu 3 Konekmii ImageNet.

Excnepumentu. ExcrieprMeHTabHO TOCTIIHKEHO TPU apXiTEKTYPH CHCTEMH PO3IMi3HABaHHS Ha OC-
HOBiI ResNet-50, siki moka3zano Ha puc. 1 — 3. Jlns peanizarii nporpam BuKopucTano Moy Python.

CPU
Inference Server
Docker
AFF HTTP
Al
Framework Tensor RT
APP
GPU HW GPU HW
PUC. 1. TIpocra apxiTekTypa PUC. 2. MikpocepBicHa apXiTeKTypa

Ha puc. 1 — mpocra apxitekrypa, ne cucrema LI (Al Framework) He Bimoxpemiena Big mporpamu
kopuctyBaua (APP), a mofinsie 3 HerO aJpecHuid NpocTip crijbHOI BipTyanbHoi MammHu (BM). IIporpama
KOpHCTyBada 3aBaHTaXye JlaHi (TOOTO KapTUHKH), 00 €qHye 1X y makeTu Ta nojaae Ha OiomioTeky LI
TensorFlow. LI uepe3 npaiisep NVIDIA (GPU Driver) BukopuctoBye rpadiununii mpuckoprosau (GPU
HW), mo gepe3 mexaHi3m nmoptiB npus’si3anuid 7o BM. [Iporpama mpaiioe BKIFOYHO Y CHHXP OHHOMY
pexumi, ToMmy 1o 6i6iiorevyni BUKIMKH TensorFlow He po3napainentoroThes.

Ha puc. 2 — mikpocepBicHa apXiTekTypa, [0 BUKOPUCTOBYE CTBOpeHUH Ta ontuMizoBanuii NVIDIA
cneniamizoBanuii Docker-konreitnep (Inference Server Docker) 3 mporpamoro III TensorRT 3amicts
6i6motekn TensorFlow. [Iporpama xopucryBada (APP) BukoHyeThbes B mam’sti xocta (BM), a st nepe-
Jladi MakeTiB y KOHTEeWHep BHKOPHUCTOBYIOThCs MepexeBi npotokosn HTTP a6o GRPC (mpuckopenmii
npoTokol Bij Amazon). Ile no3Bosisie 00upaTH MixK CHHXPOHHHM 1 aCHHXPOHHUM PEXHMOM I10J1a4i MaKe-
TiB Ha OOPOOKY.
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Client Inference Server Docker
APP Tensor RT GPU HW
HTTP HTTP
TCP TCP

NIC \/\ NIC

PUC. 3. Po3mopineHa apxiTekTypa

Ha puc. 3 — posnoxineHa apxitektypa, B sikiii mporpama kopuctyBada (APP) ta Inference Server
Docker BUKOHYIOThCSI Ha Pi3HUX By3J1aX. BilmoBiaHO porpamMa KOPUCTyBaya 3aJIMINAE BECh POICCOPHHI
pecypc i mam’aTh XOCTa y po3nopsikeHHI koHTekHepa LI, ane MepekeBuil kaHall BUKOPUCTOBYETHCS
BXKE€ HE /ISl KOMIIOBaHHS JaHHUX Yy MaM’ STi OJHOTO (hi3MYHOTO BY37a, a JUIS JIHCHOI Mepe/iadi MaKkeTiB 3 BY-
351a Ha By30s (Takoxk uepe3 mepekeBi mporokosin HTTP abo GRPC) 3 momomororw MepexeBuUX KapT
(NIC) Ta mepekeBHX MPOTOKOIB HIDKYIOTO piBHS, 30kpema, cteky TCP mns HTTP. g apxitekrypa Ta-
KO JI03BOJISIE BUOIp MK CHHXPOHHUM 1 aCHHXPOHHUM PEKUMOM TI01ayi MakeTiB Ha 00poOKy.

TectoBuit Habip MaHUX A €KCIEPUMEHTAIBHOTO TOCIiIKEHHS MPOXYKTUBHOCTI PO3Mi3HABAHHS 3
noromororo  Mojeni  ResNet-50 Oy 3aBaHTakeHuii 3a mnocwinaHHaMu ImageNet 3  KOJeKIii
Ne Ne n12154773, n04154340, n04516672, n02729837, n04105893, n07881800, n03800933. Ockinbku
ImageNet micTuTh He (hailyin KAPTUHOK, a Juile [HTepHeT-MoCHIaHHs, He BCI BOHU JJO3BOJISIOTH 3aBaHTa-
xutn (ain. Takox, Oyno 3’sSCOBaHO, IO HE BCi 3aBaHTAKEHI KApTHHKH PO3MI3HAIOTHCS MOJIEILIIO
ResNet-50. 3okpema, 3’scyBanocs 1110 KapTUHKH MeHIie 3a 2052 0aiiT He po3Mi3HAIThCs 30BCiM. Jleski
Oinbmri 3a po3mipom (aiiny xkapTuHKH (AaKTHIHO BUSBWINCH TE€K HEOCHUTH BEIWKHMH JUIS YCHIIIHOTO
posmizHaBaHHs. OCKUNBKH 3ajjaua MoJisiraja BUKIIOYHO B OIHII TTapamMeTpiB MPOAYKTHBHOCTI, TECTOBUH
HaOip OyB 3a37aJierifb MPOTrpaMHO MEPEeBipeHUH Ha MOXKIIMBICTH PO3Mi3HABAHHS, 1 300pa)keHHs, 10 HE
Oynn po3mi3HaHi, BiOpakoByBamucs. Takox 3’acyBajocs, o po3Mip Qaiiily B MKCeNsX BIUIMBAE HA TIPO-
IOYKTUBHICTH PO3Ii3HAaBaHHs 4Yepe3 AOAATKOBE NEPETBOPEHHS O cTaHAapTHOro po3mipy. Ll{o0 Bukmoun-
TH 11edl (aKTop 3 ypaxyBaHHs, BeCh Ha0Ip KAPTHHOK OYB Iepe]l BUMIPIOBAHHSIMH MPUBEICHHI 0 CTaHAap-
THOTO po3Mipy 224x224 BiamoBigHO A0 po3MipiB BXimgHoro mmapy mozaeni ResNet-50. TectoBa komekirist
ckinaganacs 3 1500 pisHHX KapTHHOK. AJe JUIS MepeBipKy CTaOlIbHOT IBUAKOIIT 1 CTIHKOCTI Qaiinu Oymu
PO3MHOXEHI, 1 JJOJATKOBI eKCTIepUMEHTH TpoBoaAriIKcs 3 HabopoM 13500 kapTuHOK. BoHM miaTBEep AN
HaJIMHICTh OL[IHOK oTpuMaHuXx it 1500 daiimis.

[lig 4ac posmizHaBaHHSA TECTOBMM Ha0ip JaHWUX 3HAXOAMBCS Y JIOKAIBHIN maM’sTi XOcTa, Ha SKOMY
BUKOHYBasacs rnporpama APP (B po3noisieHiit apxiTeKTypi — Ha KIIi€HTI, B iHIIIUX — HA CEpBEPi).

TexHiuHI XapaKTepUCTUKH 0OJaHaHHS, 1[0 BUKOPUCTOBYBAIOCH Ul €KCIEPUMEHTAIBHOTO J0CIi/-
YKEHHS IPOJYKTUBHOCTI pO3Mi3HaBaHHs Ta (paKTOpiB, 0 HA HEl BIUIUBAIOTh, 3Be/ICH] y Ta0u. 1.
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TABJIMLIA 1.

TexHiuHI XapaKTEpPUCTUKH TECTOBOTO YCTATKYBaHHS

CepBep (xo0cT)

KiienT (nu1s1 po3noaijieHoi apxiTekTypu)

Bysour: p3.2xlarge Byszomn: t3.2xlarge

LITY: Intel Xeon E5-2686 v4 | LIITY: Intel Scalable
Kinekicts simep: 8 KinbkicTs simep: 4

TakroBa yacrora: 2.3 ITu TaxroBa yacToTa: 25 ITo
[Mam'ste (O3Y): 61 I'b [Mam'site (O3VY): 16 I'b
GPU: NVIDIA V100 Mepesxka (1151 po3noaiieHoi apXiTeKTypHu)
[Mam'ste GPU: 16 I'b HIBuIKiCT: 5 I'oit/c

Pe3yabTaTi. 3aNeXHICTh 3arallbHOT IPOAYKTUBHOCTI (KITBKOCTI 0OpOOIIEHUX KApTHHOK Ha CEKYHIY)
BiJl apXiTEKTYpH i po3Mipy MakKeTy Mmoka3zaHa Ha puc. 4.

Ipogyeruenicte EesMet-20 ma posnizgagannl 1500 haime
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—e— [l ikpocepeicHa apx. (2
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PUC. 4. TIponyxruBHicth ResNet-50 (acunxponnmuii pexum, GRPC)

35

a0

Jist MiKpocepBiCHOI 1 pO3MOIIEHOT apXiTEKTypH BUMIPIOBaHHS MPOBOIIIINCS B ACHHXPOHHOMY

pexumi 3 MepesxkeBuM npotokoioM GRPC, mis mpoctoi — y CHHXpOHHOMY pexxuMi 3 Oe3rmocepenHim

BUKIIMKOM (YHKIII po3mizHaBaHHs. llepeBarm MikpocepBicHOI (2) i posmoxaineHoi apxitektypu (3)

HaJ IpocToro (1) YaCTKOBO MOSICHIOETHCS MiITPUMKOIO aCHHXPOHHOI'O 3aBaHTaXXCHHsI (paiiiiiB, a YaCTKOBO

— kpamoto ontumizariero TensorRT B Inference Server Docker y nmopiBHsiHHI 3 yHiIBepcaJIbHOIO 0i0IioTE-

koto TensorFlow. binbm neransHe MOPIBHAHHA TPHOX apXiTEKTYp y PI3HHX peXMMax MOKa3aHO Ha

pHC. 5 103BOJISIE Kpallle OLIIHUTH Bary TUX (akTopis.
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PUC. 5. ITponykrusHicTh ResNet-50 y pisHux koHbirypamisx

SIK1I0 BUAANMUTH 3aTPUMKY Ha 3aBaHTAXKEHHs (aiiiliB, IPOCTUI PEXHUM IMPAIOE€ HAA3ZBUYANHO IBH/I-
k0. Ie croBmunk «(1) 6e3 daiiniBy. MokHaA TaKOK MOOAYNTH, 110 Y CHHXPOHHOMY PEKUMI BCi iHIII Bapi-
ant apxitekTyp («(2) cuaxponrno HTTPy», «(3) cuaxponro HTTP») mpamtoroth ripiie 3a npocty «(1)».
Jlnst Ginbiroi komekiii «(1) 13500 ¢aiigie» mpocTa apxiTeKTypa TAaKoX Mpaiioe mBriure. MMoBipHO Tak
BIUTMBa€ Kpaiia Oydepu3zalisi Ha piBHI QaiijioBoi CHCTEMH, IO BCTUTAE MPUCTOCYBATHUCS A0 TOCIiIOBHOTO
3aBaHTaXeHHsI QailiB 3 ofHiel manku. L{ikaBUM € TakoX IMOPiBHSIHHS ACHHXPOHHUX PEXHUMIB MiXK CO0OIO.
3aJie’HO BiJI MEPEXKEBOTrO IMPOTOKOJIY BOHU € Maike HAWIIBUALIMMY, Y B3araji Hairiprmmu. ToOTo
inerses npo B3aemue HanamrtyBanHs GPRC 3 konteitnepom Big NVIDIA. Hapemrri, «(2) perf client» —
11e 0COOJIMBHI TECTOBHI KimieHT, 1m0 HagaeTbes NVIDIA y kommutekti 3 Inference Server Docker mist Bu-
MipIOBaHHS MTPOAYKTUBHOCTI. BiH He mpaifioe y po3moiie i apXiTeKTypi, TOMY € ITiJICTaBH BBaXKATH, 1110
perf client BUKOPHCTOBYE sIKiCh HEJJOKYMEHTOBaHI MOKJIMBOCTI B3aeMo[Iii. Jlo TOTO %k BiH HE 3aBaHTaXye
¢aiinu, a Hagcunae B Inference Server sikick BHyTpimnHi aaHi (moaidHo 10 «(1) 6e3 daiiniy). [TopisHioMO-
YW 3 HEM, MOXKHA MTO0AYUTH, 0 aCHHXPOHHUH pexxuM 3 GPRC mpairioe Haa3Bu4aiiHO e(heKTHBHO: Pi3HH-
s focuTh Mana (458/410 kaapiB Ha CEKYHAY JUIS TOTO XK BYy3JIa).

KpiM BiIacHO MpPOJYKTHBHOCTI TPH JOCHTIJHKCHHSX BUMIPIOBANIOCH 1 OILIHIOBAIOCH 0araTto iHIIMX
napameTpiB (Talu1. 2), mepeBaKHO 3 METOIO BUSBHTH 1 JIIKBITyBaTH BY3bKi MiCIIS.
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TABJIWLIA 2. JonaTkoBi napaMeTpH, 110 BUMIPIOBAIUCS B SKCIIEPUMEHTI

BumiproBanus napamerpis ApxiTtekTypa
ne 110 QA6
Yac miaroToBKu Moel + +
IIpuknanna nporpama —
Yac 3aBaHTa)XEHHS 1 MIITOTOBKH JaHUX + +
Yac Ha/ncHIaHHS JaHUX Ha PO3Mi3HaBay +
IIpuknanna nporpama - -
. Yac 3aBaHTa)KeHHS pe3yJIbTATIB 3 PO3ITi3HABaYa +
(3amexxuTh Bix cepBepa) :
Yac pobotu po3mizHaBaya + +
[Ipuknanna nporpama Yac apyKy IpOTOKOITY +
Cepenne Bukopuctanas CPU +
Pasom Ha cepBepi Makcumanbsie Bukopuctanas CPU +
Minimansae Bukopuctanas CPU +
Cepenne Bukopuctanus CPU + +
PosmizHaBau Makcumanbsie Bukopuctanas CPU + +
Minimansae Bukopuctanas CPU + +

Cepenne Bukopuctanis CPU

Pazom Ha kiieHTI MakcumanbsHe Bukopuctanas CPU

Minimansae Bukopuctanas CPU

Cepenne BukopuctanHs CPU

IIpuknanna nporpama Makcumanbsie Bukopuctanas CPU

Minimansae Bukopuctanas CPU

Cepenne Bukopucranus GPU

GPU (Ha cepsepi) Maxkcumansae Bukopuctanas GPU

MinimansHe Bukopuctanas GPU

CepenHe BUKOPUCTAHHS MaM'sTi

Pasom Ha cepBepi abo

Lo MakcumarnbHe BUKOPUCTAHHS MaM'saTi
KITieHTi (0e3 mokepa)

|+ [+ |+ |+ |+ |+ +]|+

MinimMansHe BUKOPUCTAHHS ITaM'sITi

CepenHe BUKOPUCTAHHS MaM'sTi

Pazom y moxkepi MaxkcumanbHe BUKOPUCTAHHS MTaM'sTi

|+ |+ |+ |+ |+ |+ |+ |+ |+ |+ |+ |+ |+ |+ ][+ |+ +]|+|+]|+]|+]+

|+ |+ |+ |+ |+ |+ |+ +]|+]|+]|+

MinimMansHe BUKOPUCTAHHS ITaM'sITi

3okpema, Oyno BHUSIBICHO, IO OOCAT MaM’siTi cepBepa € KPUTHYHHM PECypCcoOM JUIsi aCHHXPOHHHUX
pexumiB GPRC st 06ox apxitektyp 3 Inference Server Docker, oco6iuBo uisi KOpOTKUX makeTiB. st
JIOBXXHMHU MaKeTy | MepeBUIIeHHs] MaKCUMaIILHOI TOTPEOH Y Mam’sITi 1010 CHHXPOHHOTO PEXUMY CSATAIIO
4 — 4.4 paziB. Y TOUHIN BIAMOBITHOCTI J0 Pi3HMIN NPOAYKTUBHOCTI cepeaHe 3aBantaxenns GPU B mpo-
CTiH apxiTeKTypi ckiagano 0yim3bko 50 %, a y IHIIKMX apXiTeKTyp Mpu acHHXpOoHHOMY pexuMi 3 GPRC —
75 — 80 %. A oT 3BMYaliHI IPOIECOPH BUSBHIIMCS CTa0IILHO HEJAOBAHTAXKEHI. Y BCiX BapiaHTax HasBHICTb
nutie 4 snep He Tmpu3Berna O J0 MOMITHUX 3aTPUMOK.

CralinpHiCTh BUMIPIOBaHb OIIIHIOBAJACh SIK CTaHJAapTHA MOXUOKa 3 20 OJJHAKOBUX EKCIIEPUMEHTIB.
Jlyis ipocToi 1 MIKpOCEPBICHOT apXiTEKTyp, TOOTO KOJIM BCI MPOILECH BiAOYBaIKUCS B OJHOMY BY3JIi, MPO-
JIYKTHBHICTh BUSIBHJIACH CTiHKOO, OXHOKa He nepeBuiyBaia 0,5 %. HaromicTs y Mepexi (po3mojaijicHa
apxitekrypa) moxubka 3poctana Bix 3,5 — 4,5 % s koporkux makeriB 10 20 — 35 % Ui BeNWKHX

ISSN 2707-4501. Cybernetics and Computer Technologies. 2020, No.1 79



B.I'. TYJIBMMHCBKU, C.I. JABPEHIOK, B.10. POT'AHOB, ILT. TYJIBUMHCBHKUI, B.B. XAJIIMEH/IIK

nmakeTiB. BunankoBa 3aTprMKa nepefadi KapTHHOK Y PO3MOIUICHIH apXiTeKTYpH MOKE TMOSCHUTH CTaf ii
MPOIYKTUBHOCTI MIOJ0 MIKpOCepBicHOI /st makeTiB qoBmuX 10 kampis (puc. 4).

BucnoBku. Pesynprat omrmMizamii mapameTpiB pi3HHX apXiTeKTyp IJs MAIIMHHOTO HaBYaHHS
no3souin sikicio crpoektyBati CKIT 4.5 Al — cerment cynepkomi’totepHoro kommuiekcy CKIT [5]
MPU3HAYCHOTO JUIS 3aJad IITyYHOTO I1HTEJCKTy. 3 HOro BUKOPHCTAHHSIM BXE OTPUMAaHI pe3yJIbTaTH
B KiJIbKOX HampsMKax MalllMHHOTO HABYaHHSI:

- JOCTiIKEHO MacIITabOBaHICTh HEMPOHHUX Mepex 3 Imapamu TumiB LSTM, 3ropTku, Ta moBHUM
MIEPIIETITPOH, BU3HAYCHO 3AIEKHICTh €(peKTUBHOCTI PO3MapaleTIOBaHHS BiJl pO3MIpY MaKeTy TaHUX y CHC-
Temax 3 6aratbma GPU Ha ogHOMY BY3i;

- mo0yJ0oBaHa HEWpOMEpe)KHA MOJENb JUISA OLIHKH IapaMeTpiB MOPHCTOTO CEPEIOBHINA 33 TaHUMHU
aKyCTHYHUX JTOCITIDKEHb CBEP/IJIOBHH (32 CHHTETUYHUMH JaHUMHU TIOMIIIKA Tiporuo3y — 1.7 %) [6];

- moOymoBaHa MOJENh MAaIIMHHOTO HABYAHHA JUIS aHAJI3y BEIWKHX JaHUX TEJeKOMYHiKaliiHOI
KoMaHii [7];

- peasi3oBaHa HeWpoOMepekHa MOJETh PO3PIMKEHO-PO3MOITICHOI MaM'sITi Ha Cy4acHHX TpadidHux
nporecopax i qociipkeHi ii mapamerpu [8].
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Beenenne. B paborax no mammaHOoMy o0yueHuto (MH) u uckyccrsennomy unremekry (M) ynapenue
OOBIYHO CTaBUTCS Ha KaueCTBE KJIACCU(UKAIINH, WM TOYHOCTH OIEHKH IapaMeTpoB. Eciin BHUMaHHe yrenseT-
¢sl IPOU3BOAUTENBHOCTH, TO NPEUMYIIECTBEHHO TAaKK€ TOBOPUTCS O MPOU3BOAUTEIBLHOCTH 3Tala TPEHUPOBKU
mozenu. OIHAKO ¢ pacmpocTpaHeHrneM mpriokeHuii U B peanbHBIX IPUKIaAHBIX 33a49aX BaKHEE CTAHOBUT-
¢ ipobieMa obecrieueHus BRICOKOW MPOU3BOUTEILHOCTH 00paO0TKH JaHHBIX C TIOMOIIBIO TOTOBBIX HATPEHHU-
poBaHHBIX Mozeneidl. ITo cBoemy XapakTepy 3Ta mpoOieMa NPUHIUIHAIBHO OTIMYAeTCs OT IMPOOIEeMBI
TPEHUPOBKU MOJIEJICH: IOCIEAHAS UMEET JIeJI0 C MHTEHCUBHBIMU BBIUYMCIICHUSAMH, a IIepBasi — C NPOCTHIMU BbI-
YHCIICHUSIMU, HO OOJIBIIMMH TIOTOKaMH JaHHBIX ((aiiioB), IOCTYNAIOMINX U3 CETH, WM (aiIoBOH CHCTEMBI Ha
00paboTky. To ecTh 3TO — TUNHYHAs 3a3jaya MapaUIENbHON 00pabOTKH C WHTEHCHUBHBIM BBOJIOM-BBIBOIOM.
Jo0aBuM, YTO C TOYKH 3pEHHs] MPHUKIATHOTO MPUMEHEHHUs, MOAyns MUV, BBIMONHSIOMMNHA KiIacCH(pUKAIHIO,
OLICHKY, IPYTyI0 00paboTKy JaHHBIX SBISETCS «UEPHBIM SIIMKOM»: CTOMMOCTB Pa3pabOTKH U TPEHUPOBKU MO-
JeTM, KaK U PUCKH HEeyIau CIHMIIKOM BBICOKH, YTOOBI 3aHUMATHCSI TAKUMH 33aa4aMH HEeTPO(peCCHOHANBHO.
[TosToMy onTrMH3anKs NPOU3BOAUTEIBHOCTH MPEXIE BCErO MPEANoaraeT noaoop u 6aJaHCUPOBKY MapaMeT-
poB cpenpl. OOMayHbIe CUCTEMBI ¢ X THOKOCTBIO, YIPABISIEMOCTBIO H JISTKUM MAacIITaOUPOBAHHEM SIBIISIOTCS
HIeabHBIMY TUIOMIAAKAMHE JUIsl TAKHX 3a1ad. PaccMoTpuM moapoOHee 3amady uccienoBaHus (GpakTopoB, BIIHS-
IOIIMX Ha MPOU3BOAUTEIBHOCTh Ha OJJHOM, HO 3HAUUTENHFHOM NpUMepe KiacCH()UKAIUH BEIOOPKH U3 KOJUIEK-
uun m3o0pakenuit ImageNet [1] ¢ MOMOIIBIO HEHPOHHOW CETH TIYOOKOTrO OOyuYeHHs IO OCTaTKaM C
50 cosimu — ResNet-50 [2].

Heap padoThl. DKCIIEPUMEHTAIBHO HCCIENOBATh (GaKTOPBI, BIMAIOINE HA TPOU3BOIUTENHLHOCTD MIPUME-
HEHUSI TOTOBBIX HEHPOCETEeBBIX MOZENeil B OOJAYHBIX CHUCTEMaX pPa3MYHON apXHUTEKTYphl C rpapuIecKHMHU
YCKOPUTEJISIMHU.

PesyabTathl. OneHeHbl HaKJaIHbIE PAacXo/ibl, CBS3aHHBIE C MHUKPOCEPBHCHOW M PacHpene]eHHON apXu-
TEKTypaMH, BJIMSHHE IaMATH, CETH, pa3Mepa IaKeTOB, CHHXPOHHOTO W AaCHHXPOHHOTO B3aMMOJEHCTBUS.
[IponeMOHCTpUPOBaH CIIOXKHBIA HETMHEHHBIN XapakTep BIUSHUS MapaMeTPOB CUCTEMBI B Pa3IMYHBIX KOMOHU-
HaIMsAX.

KimoueBble ciioBa: MammHHOE OOydeHHe, OOJIauHBIE TEXHOJIOTHH, rpaduyeckue yckoputenn, GPU,

CHUCTCMHAas apXUTCKTYpa, IPOU3BOAUTECIBHOCTD.
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Introduction. In machine learning (ML) and artificial intelligence (Al) works, the emphasis is usually on
the quality of classification or the accuracy of parameter estimation. If the focus is on performance, then it is
also mainly about the performance of the model's training phase. However, with the proliferation of Al applica-
tions in real-world problems, the problem of ensuring high data processing performance with ready models be-
comes more important. By its nature, this problem is fundamentally different from the one of model training:
the latter deals with intensive calculations and the former with simple calculations, but large flows of data
(files) coming from the network or file system for processing. That is, the typical task of parallel processing
with intensive input-output. Besides, in terms of application, the Al module that performs classification, evalu-
ation, or other data processing is a "black box": the cost of developing and training the model, as well as the
risks of failure, are too high to handle such tasks in a non-professional manner. Therefore, performance optimi-
zation primarily involves the selection and balancing of system parameters. Cloud systems with their flexibility,
manageability and easy scaling are the ideal platforms for such tasks. Consider in more detail the task of inves-
tigating the factors which affect performance on a single, but notable, pattern recognition sample of a subset of
ImageNet image collection [1] classified by the 50-layer deep learning neural network ResNet-50 [2].

The purpose of the paper is to experimentally investigate the factors that influence the performance of
a ready-to-use neural network model application in GPU cloud systems of various architectures.

Results. Overheads related to microservices and distributed architectures, memory, network, batch size,
synchronous and asynchronous interactions are estimated. The complex nonlinear nature of the influence of the
system parameters in various combinations is demonstrated.

Keywords: machine learning, cloud technologies, GPU, system architecture, performance.
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